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Glossary 

Angular  

(software) 

TypeScript-based free and open-source single-page web application framework run on 

Node.js. 

Apollo 

(software) 

A suite of tools working with GraphQL, which includes the Apollo Server and Apollo client 

libraries. Apollo Server is a server-side library that helps build GraphQL APIs. On the other 

side, Apollo Client is a client-side library that allows consuming those APIs from a front-

end application. 

Backend service The backend refers to parts of a computer service that allow it to operate, and that cannot 

be directly accessed by users. Back-end services typically contain the data and operating 

syntax of the application. 

Climate impacts The consequences of realized risks on natural and human systems, where risks result from 

the interactions of climate-related hazards (including extreme weather and climate events), 

exposure, and vulnerability. Impacts generally refer to effects on lives; livelihoods; health 

and well-being; ecosystems and species; economic, social and cultural assets; services 

(including ecosystem services); and infrastructure (based on IPCC, 2018). 

Edge  

(graph database) 

In the context of graph databases, the edges represent relationships between pairs of 

nodes. Edges are unidirectional and typed, thus each node stands for exactly one type of 

relationship between two nodes, and the nodes can be linked by more than one edge type. 

Like nodes, edges can also contain various properties. 

Embedding Representation of complex, high-dimensional data—such as text, images, or audio—as a 

lower-dimensional, dense vector of numerical values. 

GRAND  

(stack) 

Full-stack framework for building data-centric web applications utilizing the Neo4j graph 

database. 

Graph database A database that uses data graph structures for semantic queries with nodes, edges, and 

properties to represent and store data. A key concept of the system is the graph. The graph 

relates the data items in the store to a collection of nodes and edges, the edges represent-

ing the relationships between the nodes. 

GraphQL GraphQL is an open-source data query and manipulation language for APIs and a query 

runtime engine. GraphQL enables declarative data fetching where a (software) client can 

specify exactly what data it needs from an API. 

Neo4j A fully featured, best-in-class open-source graph database that is also available in enter-

prise editions. 

Node  

(graph database) 

In the context of graph databases, the nodes (also called vertices) represent entities, for 

example concepts, events, places, and things. Nodes can have labels to define (classify) 

the node types and properties. 

React  

(software) 

JavaScript library that is used for building reactive websites. While not a framework, React 

does have a dedicated framework called Create React App that can be used to build web 

applications. 
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Executive summary  
Deliverable D1.5 presents the final version of the KNOWING Climate Interaction Knowledge Base (KB), 

developed within Work Package 1 and released together with this report. The Knowledge Base is pub-

licly available at https://climate-knowledge.ait.ac.at and provides open access to the knowledge gener-

ated throughout the project via both a web-based user interface and an application programming inter-

face (API). 

The KB integrates datasets produced across WP1, WP2, and WP3 into an integrated graph-based data 

model. It captures key elements such as climate hazards, sectors, risks, mitigation and adaptation 

measures, as well as higher-level constructs including regions, archetypes, indicators, and climate miti-

gation pathways. This enables users to explore not only individual concepts, but also their interrelations 

and the evolution of interventions over time within specific regional contexts. In addition, all public project 

reports have been ingested, pre-processed into logical units, and enriched to support full-text search 

capabilities, demonstrated in a proof-of-concept implementation. 

The system is implemented using a Neo4j graph database, a GraphQL API, and a modular web frontend. 

All core components are fully deployed and operational. The web interface supports interactive explo-

ration of the Knowledge Base, while the API enables integration into external tools, including the KNOW-

ING Decision Support Service and potential third-party applications. 

The Knowledge Base is one of the key exploitable results (KER) of the project, ensuring that the 

knowledge generated within KNOWING is accessible, reusable, and extensible. It can be explored using 

the GUI (https://climate-knowledge.ait.ac.at/knowledge-base) and utilised from external services with the 

help of an API (https://climate-knowledge.ait.ac.at/api/docs), serves as a main data source for the 

KNOWING Decision Support Service (https://climate-dss.ait.ac.at), and provides a solid foundation for 

future developments, including the development of advanced AI-enabled search and matching services. 

  

https://climate-knowledge.ait.ac.at/
https://climate-knowledge.ait.ac.at/knowledge-base
https://climate-knowledge.ait.ac.at/api/docs
https://climate-dss.ait.ac.at/
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1 KNOWING summary 
Climate change has been globally recognised as an existential threat requiring urgent action to avoid 

catastrophic consequences. Hence, the EU’s Green Deal has been proposed “to make Europe the first 

climate neutral continent in the world”. This includes not only the elimination of net emissions of green-

house gases by 2050; this is to be achieved while decoupling economic growth from resource use and 

striving for a fair implementation, leaving no person and no place behind. This ambitious goal is addi-

tionally challenged by the need to adapt to unavoidable impacts. 

According to the EU’s Climate Adaptation Strategy (COM(2021) 82), “improving knowledge and man-

aging uncertainty” is key for realising the vision of a climate neutral and climate-resilient Union, as “Cli-

mate change is having such a pervasive impact that our response to it must be systemic”. Thus, there 

is an urgent need for an integrated approach for enhanced understanding of the interaction, com-

plementarity and trade-offs between adaptation and mitigation measures, especially regarding the 

expected increase in regional mean temperature, changing precipitation pattern and soil moisture (IPCC 

AR6 WG I). Furthermore, this understanding and knowledge needs to be provided to a broad audi-

ence to support local authorities in EU countries for developing regional programmes. 

To achieve this goal, KNOWING will produce the following key exploitable results (KERs): 

KER1   An Impact Interaction Knowledge Base comprising causal relations of climate and interven-

tion impacts, rebound effects, coping strategies, etc. to inform Climate-ADAPT and IPCC Work-

ing Groups I, II & III. 

KER2   An Impact Interaction Model Framework consisting of a system dynamics model, climate and 

sector models for integrated assessment of impacts (direct and indirect) of climate change and 

countermeasures. 

KER3   A Typology of transferable Climate Mitigation Pathways including optimised bundles of adap-

tation and mitigation measures for different typical Climate Impact Contexts (heat waves, soil 

fertility, flooding). 

KER4   Climate Activation and Empowerment Services addressing different target groups (citizens, 

businesses, authorities) to enhance climate literacy, provide playful trainings and support deci-

sion making. 

These results, developed with the support of an External Expert Advisory Board (EEAB) and a Stake-

holder Reference Group (SRG), will accelerate the transition to a climate-neutral and resilient soci-

ety and economy enabled through advanced climate science, mitigation and adaptation pathways and 

behavioural transformations. 

This report is part of D1.5 deliverable of KNOWING WP1 “Identify climate influences and interrelations” 

and accompanies the final version of the Climate Interaction Knowledge Base, which is publicly acces-

sible through a web-GUI under https://climate-knowledge.ait.ac.at/, as well as through API at https://cli-

mate-knowledge.ait.ac.at/api/docs.  

KNOWING aims to develop a modelling framework to help understand and quantify the interactions 

between impacts and risks of climate change, mitigation pathways, and adaptation strategies. The frame-

work will be used to assess the interrelations between public and private adaptation and mitigation 

strategies in order to identify mitigation pathways along optimised combinations of interventions in 

different sectors (e.g. energy, mobility, land use, construction, agriculture). The framework will focus on 

three main Climate Impact Contexts (CICs): (1) Heat waves & health, (2) Soil fertility & agriculture, and 

(3) Flooding & infrastructure (including river and coastal flooding). It will be applied in four Demonstrator 

and five Follower Regions by involving authorities, stakeholders, and citizens to develop enhanced 

activation and empowerment services, providing target-group-specific awareness, education and 

decision support tools to improve the comprehensibility of complex interrelations and support strategic 

planning of combined adaptation and mitigation measures. 

https://climate-knowledge.ait.ac.at/
https://climate-knowledge.ait.ac.at/api/docs
https://climate-knowledge.ait.ac.at/api/docs
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2 Object of the Deliverable 
This document is an accompanying report to the KNOWING Climate Interaction 

Knowledge Base (KB) service. It provides an overview of the knowledge base that was 

developed in T1.4 to achieve KER1. 

This report provides the following information: 

• Explains the purpose and anticipated benefits of the KB (section 3). 

• Documents the KB implementation, most notably the database design (section 4.1), the data-

base (section 4.2) the internal API (section 4.3) and the web API allowing the third-party appli-

cations to utilize the Knowledge Base in own applications (section 4.4), and the web front-end 

(GUI) application (section 4.4). 

• Provides an overview of the data stored within the KB (section 5). 

The KNOWING KB incorporates the knowledge on climate hazards, sectors, risks, mitigation and adap-

tation measures, as well as higher-level constructs including regions, archetypes, indicators, and climate 

mitigation pathways in a knowledge graph. This enables users to explore not only individual concepts, 

but also their interrelations and the evolution of interventions over time within specific regional contexts. 

In addition, all public project reports have been ingested, pre-processed into logical units, and enriched 

to support full-text search capabilities. This knowledge can be accessed both through an API (section 

4.4) and through a dedicated “search and matching” web application that is presented in section 4.5. 
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3 Introduction 
In accordance with the task definition for task T1.4, the goal of D1.5 deliverable is to provide a final 

version of an open access database containing the knowledge gathered in the KNOWING project. 

Based on the task T4.3 description, this “Climate Interaction Knowledge Base” (Knowledge Base or KB 

for short) shall be accessible through a web interface and serve as a basis for the KNOWING Deci-

sion Support Service (and possibly other applications). The principal purposes of the Climate Interac-

tion Knowledge Base can thus be summarized as: 

1. Make the knowledge generated in the project tangible for different user groups and provide 

insight on how this knowledge is interconnected through a flexible and user-friendly (web) 

graphical interface.  

2. Make this knowledge accessible and usable to other tools that are developed as part of the 

KNOWING project and beyond, through an Application Programming Interface (API). 

The Knowledge Base gathers the collected datasets developed in different project tasks and visualizes 

the knowledge elements and their connections, while also providing contextual information about dis-

played elements. In this final iteration, the knowledge base can be accessed in several ways, serving the 

needs of different user groups: 

• Main “Knowledge base GUI”, available at https://climate-knowledge.ait.ac.at/knowledge-base, 

primarily targets expert users, such as scientists and developers, that need to not only access 

the data stored in the KB but also to explore and understand all the relations between data 

elements. 

• KB GUI also incorporates a KNOWING search application, at https://climate-

knowledge.ait.ac.at/search. This application is deemed useful for all user groups, as it greatly 

simplifies the task of discovering relevant knowledge in reports that were developed by the pro-

ject. Consequently, the search functionality has also been integrated in the KNOWING DSS ap-

plication. 

• KNOWING Decision Support Service (DSS), available at https://climate-dss.ait.ac.at/, targets 

the policy makers, decision makers and the general public – users that wish or need to under-

stand the problem and explore possible solutions, rather than to explore the contents of the KB. 

This application will be further elaborated in deliverable D4.7 Decision Support Service (DSS). 

• Finally, the KB API, available at https://climate-knowledge.ait.ac.at/api/docs, targets application 

developers and the Innovation & Enterprise sector. It provides access to the KB, in a form suit-

able for use by third party software, thus allowing them to extend the capability of their own 

software. 

 

  

https://climate-knowledge.ait.ac.at/knowledge-base
https://climate-knowledge.ait.ac.at/search
https://climate-knowledge.ait.ac.at/search
https://climate-dss.ait.ac.at/
https://climate-knowledge.ait.ac.at/api/docs
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4 Knowledge Base implementa-

tion 
From an architectural perspective, the key requirements for the Knowledge Base can be summarized 

as follows: 

• Flexible data model: The system must support complex data structures and relationships, en-

abling the representation of highly interconnected information. 

• Extensibility and evolvability: The system must allow for the easy addition of new data types 

and relationships and support the evolution of the data model both during late development 

stages and after the project’s completion. 

• Powerful and user-friendly API: The system must provide a robust API that enables application 

developers to leverage advanced search and matching capabilities without needing to under-

stand the underlying data structures. 

• Open and integrable data access: The system must provide open access to the Knowledge 

Base, enabling external developers and third-party applications to build upon the knowledge 

generated within the project. This is realised through a publicly accessible REST API with stand-

ardised documentation, allowing any application to query the Knowledge Base independently of 

the KNOWING DSS frontend. 

This section introduces the KB implementation architecture and explains the reasoning behind architec-

tural choices. 

4.1 Implementation architecture 

The overall architectural design of the KNOWING Knowledge Base is illustrated in Figure 1. The system 

is based on a modern full-stack architecture combining GraphQL (Apollo Server), Angular, Neo4j (da-

tabase) and a complementary REST API. The overall implementation architecture did not change since 

its introduction in deliverable D1.4, with a notable exception of the REST API, which has been imple-

mented more recently and the KB GUI being re-implemented in Angular.  

Figure 1: Architectural overview of the Knowledge Base 
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The main software components are as follows: 

• GraphQL is an open-source API query language that allows clients to request exactly the data 

they need. By modelling application data as a graph, it enables a close alignment between the 

API layer and the underlying data model, making it a natural fit for a graph database like Neo4j. 

• Neo4j is a native graph database used to store and manage the Knowledge Base. All entities — 

including climate hazards, sectors, risks, adaptation and mitigation measures, regions, arche-

types, indicators, and pathways — are represented as nodes and relationships in the graph. The 

database is queried via the Cypher query language. 

• Neo4j GraphQL Library is a Node.js library that integrates Neo4j with GraphQL. It enables rapid 

development of a GraphQL API backend by the Neo4j graph database, automatically generating 

Cypher queries from GraphQL operations. 

• Apollo Server exposes the GraphQL endpoint. It serves as the primary API interface, consumed 

by the Angular-based Decision Support Service (DSS) frontend via an Apollo Client. GraphQL 

enables flexible, query-driven access to the Knowledge Base, allowing clients to request exactly 

the data they need. 

• Angular is used for the web-based frontend of the KNOWING Decision Support Service (DSS). 

It communicates with the GraphQL API through an Apollo Client, sending GraphQL requests 

and receiving JSON responses. 

• REST API (Express.js) was added as a subsequent extension to broaden accessibility of the 

Knowledge Base. It exposes a set of simplified, resource-oriented HTTP endpoints covering the 

core KB entities. An interactive OpenAPI/Swagger documentation is available at /docs, ena-

bling external developers and tools to explore and consume the API without prior knowledge of 

GraphQL. 

As illustrated in the architecture diagram (Figure 1), KNOWING KB provides two API interfaces: a 

GraphQL API (section 4.3) and a REST API (section 4.4). The GraphQL API serves as the internal data 

access layer for the DSS frontend, while the REST API provides a simplified, publicly accessible interface 

for external consumers and third-party integrations. 

4.2 Neo4J database 

The Knowledge Base is implemented on Neo4j, a native graph database, reflecting the data-centric 

nature of the system.  

The core requirement to efficiently manage highly interconnected and evolving data makes graph 

technology a natural fit, and the availability of vector-database-like features further strengthens 

the case for Neo4j. 

During the design phase, relational, vector, and graph databases were evaluated. While relational data-

bases can represent relationships, they rely on costly JOIN operations and are less suited to flexible or 

partially defined data models. Vector databases, in contrast, excel at similarity searches in unstructured 

data, whereas the Knowledge Base initially focused on structured, interconnected information. 
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Graph databases store relationships directly alongside data, enabling fast traversal of complex connec-

tions and supporting flexible, evolving schemas. Data is modelled as nodes (entities), relationships 

(connections), and properties (attributes), as illustrated in Figure 2. 

Neo4j was selected for its maturity, active maintenance, open-source availability, and optional enterprise 

features for future scalability. It supports ACID transactions, indexing, and scalable deployment with 

cluster support and runtime failover. 

Queries are implemented in Cypher (Figure 3), a declarative graph query language optimized for pattern 

matching and traversal. Cypher is widely adopted across graph databases through the openCypher 

initiative, allowing expressive and efficient queries for search, filtering, recommendations, and similarity-

based matching over both structured data and ingested unstructured content. 

As the project progressed, the Knowledge Base was extended to ingest all publicly available project 

reports, making them searchable and usable in matching applications. Deliverables were divided into 

logical pieces and paragraphs, which were stored as structured chunks and indexed for full-text search 

(see Figure 17). This approach leverages Neo4j's built-in full-text indexing capabilities, enabling key-

word- and pattern-based search across ingested content. 

4.3 GraphQL API 

The backend of the KNOWING Knowledge Base is implemented using Apollo Server and the Neo4j 

GraphQL Library, which together form the internal data access layer between the frontend and the Neo4j 

database. This layer is not publicly exposed — external access to the Knowledge Base is provided ex-

clusively through the REST API (see section 4.4). 

GraphQL was chosen as the internal query language because it allows the frontend to request exactly 

the data it needs, reducing unnecessary data transfer and simplifying frontend logic. Its graph-oriented 

structure makes it particularly suitable for querying interconnected data, as complex relationships can 

be resolved within a single request — a natural fit for the underlying graph data model. 

Figure 2: The property graph model 

Figure 3: Cypher query example 
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The implementation is centred around a GraphQL schema, which defines both the data model and the 

internal API contract. The Neo4j GraphQL Library automatically translates incoming GraphQL queries 

into optimized Cypher queries, significantly reducing manual development effort and ensuring a close 

alignment between the API layer and the underlying graph structure. Apollo Server manages query 

execution and exposes the endpoint internally to the Angular-based DSS frontend. 

Figures 4 to 6 illustrate selected extracts from the GraphQL schema and example queries used internally 

by the DSS. 

 

Figure 4: Extract from the GraphQL schema 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

Figure 5: GraphQL query, which retrieves the title and description for a CIC 
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Figure 6: GraphQL query response 

4.4 REST API 

As the project progressed, a complementary REST API was developed as a subsequent extension to 

the original architecture. While the GraphQL API serves as the internal data access layer for the DSS 

frontend, the REST API provides a publicly accessible, standards-based interface for external third-party 

application developers. The motivation for this addition was to lower the barrier to integration — con-

ventional REST endpoints are more familiar to a broader audience of developers and tools than GraphQL 

and require no specialized client libraries. 

The REST API is implemented using Express.js (Node.js) and queries the Neo4j database directly via 

Cypher, independently of the GraphQL layer. It exposes a set of resource-oriented HTTP endpoints 

covering the core Knowledge Base entities. 

All endpoints return data in JSON format. The API is documented via an interactive OpenAPI/Swagger 

interface, available at https://climate-knowledge.ait.ac.at/api/docs, which allows users to browse all 

available endpoints and execute requests directly in the browser without any additional tooling. 

The two API layers serve distinct purposes and target different consumers, as summarized in Table 1. 
  

https://climate-knowledge.ait.ac.at/api/docs
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Table 1: GraphQL API vs REST API 

 GraphQL API REST API 

Access Internal only Publicly accessible 

Primary consumer DSS frontend (Angular) External developers & tools 

Technology Apollo Server, NestJS Express.js 

Query flexibility 
High — clients define the shape of the re-

sponse 
Fixed endpoints, predefined responses 

Documentation GraphQL schema introspection OpenAPI / Swagger (/api/docs) 

Database access Via Neo4j GraphQL Library Direct Cypher queries 

 

While the GraphQL API offers greater flexibility and is optimized for the complex, dynamic queries re-

quired by the DSS frontend, the REST API prioritizes simplicity and accessibility for third party develop-

ers and applications. Both APIs share the same underlying Neo4j knowledge graph and return data in 

JSON format. This separation of concerns ensures that internal and external access patterns can evolve 

independently without affecting each other. 

The REST API covers the core entities of the Knowledge Base, including climate hazards, sectors, cli-

mate-related risks, adaptation and mitigation responses, and regional pathways. The API requires no 

authentication. All endpoints are publicly accessible and return data in JSON format. The base URL is: 

https://climate-knowledge.ait.ac.at/api. 

The interactive Swagger documentation at https://climate-knowledge.ait.ac.at/api/docs lists all available 

endpoints and allows to execute requests directly in the browser, as illustrated in Figure 7. Following 

two examples illustrate the use of the API. 

 
Figure 7: Swagger-API 

Example 1: GET all Climate Impact Contexts 

This endpoint is activated by a GET request to /api/cics and requires no parameters. It queries all CIC 

nodes from the graph database, sorted by their code property, and returns them as a JSON array. 

Request: GET /api/cics (see Figure 8). 

https://climate-knowledge.ait.ac.at/api
https://climate-knowledge.ait.ac.at/api/docs
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Figure 8: API Request - GET CICs 

Response of the Request is illustrated in Figure 9. 

 

Figure 9: Response of GET CICs 

• 200 OK — The request was successful. The response body is always a JSON array, even if only 

one CIC exists. If no CICs are stored in the database at all, the array will be empty ([]). 

• Each object in the array represents one CIC node with three fields: code (unique identifier used 

to reference the CIC in other endpoints), title (human-readable name), and description (detailed 

explanation). 

Example 2: GET Climate Risks for a specific CIC 

The code segment in the URL is a path parameter — replace it with the code value of any CIC (e.g. 

heatAndHealth). The endpoint traverses the graph via the [:FACES] relationship from that CIC to all 

connected ClimateRelatedRisks nodes and returns them sorted by title (Figure 10). 
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Figure 10: API Request - GET Climate Risks for a specific CIC 

Request GET /api/climate-risks/cic/heatAndHealth 

Response of the Request is illustrated in Figure 11.  

 
Figure 11: Response of GET climate-risks by CIC 

• 200 OK — At least one risk was found for the given CIC. The response is a JSON array of risk 

objects.  

• 404 Not Found — Either the CIC code does not exist in the database, or it exists but has 

no [:FACES] relationships to any risks yet. The response body contains an error string explain-

ing what was not found. 

4.5 KB Graphical User Interface 

KB GUI is an application for experts: scientists, consultants and developers that are interested in explor-

ing the data model and contents of the KB without limitations, rather than following specific application 

logic to perform pre-defined tasks. 
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Following figures illustrate the functionality of the final KB GUI application. Initially, NeoDash low-

code/no-code dashboard builder for Neo4j was utilised to prototype the KB GUI functionality, visualize 

graph structures, and explore data without writing custom frontend code. This approach is particularly 

useful for development of lightweight applications, rapid prototyping, and early user testing. This resulted 

in a prototype that allowed several ways for exploring the KB contents: (1) filtering and viewing content 

via a table, (2) selecting a topic for receiving an updated table, (3) a full-text search, and (4) exploring 

„neighbouring“ elements in a dedicated element detail view. 

Final Knowledge Base frontend has been re-implemented in Angular and follows the KNOWING style 

guide. Based on feedback received, the initially implemented NeoDash application has been simplified 

to make the database exploration more intuitive and basically provides just two main views: (1) search 

and filtering view at https://climate-knowledge.ait.ac.at/knowledge-base (Figure 13) and a detail view 

that can be reached by clicking on a title of any elements discovered in the first step (Figure 14).  

In addition, the KB GUI now also provides a landing page with an overview of related KNOWING re-

sults (Figure 12), and a full text search through public project reports, reflecting the availability of 

pre-processed reports within the KB, as explained in section 5.2. As illustrated in Figure 15, search 

results are grouped by report and can be collapsed, leaving only a link to relevant deliverable(s) visible. 

Finally, an “about” page with basic information about the project and the KB (https://climate-

knowledge.ait.ac.at/about), and links to KNOWING imprint (https://knowing-climate.eu/imprint/), data pri-

vacy (https://knowing-climate.eu/data-privacy/) and “disclaimer” (https://knowing-climate.eu/dis-

claimer/) pages have been implemented to fulfil the project’s legal and contractual obligation. 

 

 
Figure 12: KB GUI landing page with an overview of related KNOWING results, accessible at https://climate-

knowledge.ait.ac.at/  

https://climate-knowledge.ait.ac.at/knowledge-base
https://climate-knowledge.ait.ac.at/about
https://climate-knowledge.ait.ac.at/about
https://knowing-climate.eu/imprint/
https://knowing-climate.eu/data-privacy/
https://knowing-climate.eu/disclaimer/
https://knowing-climate.eu/disclaimer/
https://climate-knowledge.ait.ac.at/
https://climate-knowledge.ait.ac.at/
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Figure 13: Search and filtering view, accessible at https://climate-knowledge.ait.ac.at/knowledge-base 

  

https://climate-knowledge.ait.ac.at/knowledge-base
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Figure 14: Detail view example, presenting the coastal flooding hazard node and its relations to “nearest-neighbour” 

nodes. 
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Figure 15: Search functionality illustration, from https://climate-knowledge.ait.ac.at/search 

  



 

 

KNOWING  |  Deliverable D1.5  |  WP1  |  Final  17 

5 KB contents and relations 
The initial version of the Knowledge Base primarily contained the data pertinent to deliverables D1.1 

(Jaroszweski, D. et al., 2023) and D1.2 (Jaroszweski, D. et al., 2023b). The relevant datasets from these 

deliverables were compiled in an Excel file and enriched with additional information from D2.1 (Zach, M. 

et al., 2023) about the models that will be utilized in that work package. This Excel file was then imported 

into the graph database utilized by the Knowledge Base after being pre-processed first by several 

scripts, whose task was to structure and prepare the datasets into a machine-readable form. The final 

version of the Database has extended these datasets with information pertinent to regional pathways to 

climate neutrality for Tallinn (Bügelmayer-Blaschek, M. et al., 2025), Napoli (Pisacane, G. et al., 2025), Gran-

ollers (Pisacane, G. et al., 2025b) and South-Westphalia (Bügelmayer-Blaschek, M. et al., 2025b) resulting 

in a data model that is presented in section 5.1. 

In addition, the KB also includes complete contents of all publicly available KNOWING reports, pre-pro-

cessed to facilitate their use in applications. This data is further elaborated in section 5.2 (Figure 17). 

5.1 KB Knowledge graph 

The KB knowledge graph scheme is shown in Figure 16 and further elaborated in Table 2. Internal 

structure of KB nodes and edges is self-explanatory and can be best understood by comparing the 

JSON output of the KB API with tabular data views in the KB GUI.
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Figure 16: KNOWING KB data schema (1) 
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Table 2: KB node and edge types 

DB ID Definition Examples Outbound Relations 

Hazard Potentially damaging physical events or phenomena that can cause harm to ele-

ments at risk. In the KNOWING framework, “elements at risk” are represented by 

sectors (e.g., agriculture, energy, transport) rather than individual people, build-

ings, or ecosystems. 

• Heat waves 

• Coastal flooding 

• River Flooding 

• CAUSES Climate Re-

lated Risks 

Response A node type representing secondary effects that arise either from climate-related 

risks or from the application of adaptation and mitigation measures. Depending 

on their origin and impact polarity, Response nodes are classified into three sub-

types: 

• 2nd Order Impacts: indirect consequences triggered by a  

ClimateRelatedRisk 

• Response Risks: negative side effects of applying an Adaptation or Miti-

gation measure 

• Response Opportunities: positive side effects of applying an Adaptation 

or Mitigation measure 

• Disruption to electricity supply during heat 

events causing crop losses (2nd order im-

pact) 

• Reduced agricultural output due to land 

use competition (Response risk) 

• Better quality and more continuously pro-

duced wood (Response opportunity) 

• AFFECTS Sector 

Climate 

Related 

Risk 

 

The potential for adverse consequences caused by climate-related hazards inter-

acting with sectors that are exposed and vulnerable to those hazards. 

• River and pluvial flooding on energy gen-

eration facilities 

• Coastal flooding of residential properties 

• Risks for agricultural and forestry produc-

tivity due to extreme heat and increased 

water demand  

• RESPONDS with 2nd 

Order Impacts 

Sector A domain of human activity or a part of the socio-economic or environmental sys-

tem that is affected by climate change and can be analysed, modelled, and tar-

geted with specific policies or measures. 

• Energy 

• Housing 

• Land Use 

• FACES  

ClimateRelatedRisks 

Mitigation Abstract definitions of mitigation measures. • Renewable energy: solar energy 

• Reduce food loss and food waste 

• Shift to bikes and e-bikes 

• RESPONDS WITH 

Opportunities or Risks 
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DB ID Definition Examples Outbound Relations 

Adaptation Abstract definitions of Adaptation measures.  • Forested watersheds  

• Green roofs  

• Change in crop types 

• RESPONDS WITH 

Opportunities or Risks 

Measure A support node type that bridges naming conventions between abstract 

measures defined in WP1 (Adaptation/Mitigation) and concrete intervention in-

stances used in WP3 regional pathways. 

• “Measure” and its relation to “Adaptation” 

and “Response” is discussed in more de-

tails later. 

• AFFECTS Sector 

• IMPLEMENTS Adap-

tation 

• IMPLEMENTS Mitiga-

tion 

Impact Represents the secondary effects of applying an adaptation measure — either 

co-benefits (positive) or trade-offs (negative) — on a sector or on the climate. 

 

• Emissions associated with construction 

• Reduction in power outages 

• Reduced transport disruption 

• N/A 

CIC Climate Impact Context – a set of conditions, assumptions, and system character-

istics that determine how climate change affects a specific sector, region, or sys-

tem 

• Heat and Health 

• River flooding and infrastructure 

• Coastal flooding and infrastructure 

• Soil fertility and agriculture 

• FACES ClimateRelat-

edRisks 

Domain 

Model 

A conceptual representation of the key entities, concepts, and relationships 

within a particular problem area or subject domain. It defines what exists in the 

domain, how these elements relate, and the rules or constraints governing them. 

• CLUMondo 

• DMERF 

• HWLEM 

• USED_IN Region 

• USED_FOR CIC 

Region A case study area with a defined Climate Impact Context, selected for detailed 

assessment of climate hazards, sectoral impacts, and interventions. It provides 

the spatial and contextual framework for modelling climate-related risks in the 

project. 

• Tallin, Estonia 

• South Westphalia, Germany 

• Granollers, Spain 

• Naples, Italy 

• HAS_ARCHETYPE 

Archetype 

• HAS_INDICATOR Re-

gionIndicator 

• HAS_PATHWAY 

Pathway 

• Is SIMILAR_TO Re-

gion 
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DB ID Definition Examples Outbound Relations 

Archetype Generalisation of a region, representing typical climate hazards, sectoral impacts, 

and vulnerability patterns. It allows regions with similar Climate Impact Contexts 

to be grouped together, supporting comparative analysis and transfer of adapta-

tion strategies. 

• Urban – generalisation of Tallinn, Estonia 

• Agricultural – generalisation of 

South Westphalia, Germany 

• River – generalisation of Granollers, Spain 

• Coastal – generalisation of Naples, Italy 

• LINKED_TO CIC 

Region In-

dicator 

• A measurable variable observed or calculated for a region. 

• Instance of an Indicator type 

• Household Final Energy per Capita 

• Population 

• Urban Green Area Share 

• Instance OF_INDICA-

TOR Indicator 

Indicator 
Region-independent definition of indicators suitable for assessing the resilience 

of one or more Archetype regions. 

• Number of days with Tmin < 0°C 

• Application of mineral nitrogen fertilizers 

• Average size of farms in the regions 

• Is APPLICABLE_TO 

Archetype 

Pathway Climate Adaptation and Mitigation Pathway - a planned sequence of measures 

and interventions implemented over time in a region to reduce greenhouse gas 

emissions or limit the contribution of human activities to climate change, while 

considering regional conditions, sectoral priorities, and potential trade-offs. 

• South Westphalia Climate Mitigation Path-

way 

• Naples Climate Mitigation Pathway 

• Granollers Climate Adaptation Pathway 

• Tallinn Net-Zero Pathway 

• HAS_MEASURE In-

terventionInstance 

• HAS_MILESTONE 

Milestones 

Milestones Specific, time-bound checkpoint or target within a climate mitigation or adapta-

tion pathway, used to monitor progress, evaluate outcomes, and guide the imple-

mentation of measures in a region. 

• Natural gas use for space heating reduced 

to 39.8%; renewable sources supply about 

52% of heating and cooling demand. 

• N/A 

Interven-

tion In-

stance 

Specific application of a measure within a pathway, defined by its timing (when it 

is implemented) and intensity (the degree or strength of the measure). 

• Parking Management in Naples, 2025–

2030, Increased parking cost, +10% 

• Heath forest restoration in Tallin, 2025-

2030, 1ha per year, 5ha until 2030 

• Is INSTANCE_OF 

Measure 
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Note 1: The database scheme is not fully normalised and shows some redundancies — most notably between the Measure, Mitigation, and Adaptation node 

types, which partially overlap in their representation of climate response measures. This redundancy is a deliberate design decision to replicate the internal logic of 

KNOWING deliverables and maintain direct traceability between KB elements and their source documents, rather than merging them into a unified namespace. 

Measure nodes specifically serve the purpose of linking knowledge produced in WP3 (regional pathways) with the abstract measure definitions produced in WP1 

and WP2. 

Note 2: With future extensions in mind, all KB nodes contain information on their provenance and licensing conditions. This information is delivered along with the 

nodes when accessing the KB through the API (sections 4.3 and 4.4).  

.
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5.2 Pre-processed KNOWING reports 

In addition to the knowledge graph elaborated in the previous section, KB also provides full contents of 

all public KNOWING reports, pre- processed to facilitate its use in applications. Related database schema 

is presented in Figure 17. 

 
Figure 17: KNOWING KB data schema (2) 

In short, the reports are pre-processed by cutting them in logical units such as sections, sub-sections, 

figures and paragraphs. In addition, paragraphs were transformed into embeddings (chunks data ele-

ment) and document tables were transformed to structured data elements that can be easily interpreted 

by software. Within KNOWING, this dataset was used to implement a full-text search across deliverable 

content and for context-sensitive document retrieval in the DSS dashboard. In the future, this type of 

data extraction can be used to develop AI-assisted knowledge engineering systems. Such applications 

were not anticipated in the KNOWING Grant Agreement and could not be implemented in this project 

due to time and resource limitations, but AIT is already developing AI-assisted knowledge engineering 

systems, e.g. in the scope of MAIA1 (Havlik, D. et al., 2025) and NEB Junction2 projects. 

While building a basic GenAI demonstrator would be straightforward, our experience shows that GenAI 

powered applications remain prone to “AI hallucinations”. Mitigating these hallucinations is a complex 

research and innovation challenge that requires substantial investment in testing, fine-tuning, and vali-

dation of the GenAI models — resources that were not foreseen in this project. 

  

 
1 https://cordis.europa.eu/project/id/101056935 
2 https://cordis.europa.eu/project/id/101215634 

https://cordis.europa.eu/project/id/101056935
https://cordis.europa.eu/project/id/101215634
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6 Conclusions 
The project has delivered the KNOWING Knowledge Base as one of the Key Exploitable Results (KERs), 

along with two operational APIs – a GraphQL API serving the KNOWING Decision Support Service and 

a publicly accessible REST API with OpenAPI/Swagger documentation – providing open access to the 

stored knowledge. Both the database and APIs are online and fully functional, supporting exploration, 

querying, and integration with future tools. 

While the database schema is not fully normalised, this reflects the way project results were structured 

across deliverables and the inherent diversity of the data within and beyond the KNOWING project. 

Despite this, the Knowledge Base is fully usable, extensible, and capable of supporting the development 

of future AI-enabled search, matching and knowledge engineering applications. 

In particular, automated ingestion and pre-processing pipeline capable of processing project reports 

provides not only a convenient way to explore the KNOWING outcomes, but also a strong foundation for 

development of future augmented AI applications. 

Overall, the work establishes a robust foundation for future developments, enabling the knowledge gen-

erated within KNOWING to be effectively leveraged and expanded beyond the scope of the project. 
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Annex A: Data Summary 
Data accessibility: 

KNOWING KB consolidates the relevant outputs of WP1, WP2 and WP3 deliverables and republishes 

the results in the form of a graph database. All the input data are considered Open Data and have been 

published in respective deliverables, on Zenodo or both. 

In addition, KB also provides the contents of all public KNOWING reports, pre-processed for use in 

search, matching and knowledge engineering applications. Public deliverables of the KNOWING project 

are considered Open Data and published under CC-BY-NC license https://creativecommons.org/li-

censes/by-nc/4.0/ and available on CORDIS and on the project website. 

Knowledge Base database graph is likewise considered Open Data, published under CC-BY-NC license 

and publicly available through DB API at https://climate-knowledge.ait.ac.at/api/docs as well as in the 

form of the DB dump, published on Zenodo (10.5281/zenodo.19920188). 

 

Table 3: Data produced in preparation of KNOWING Deliverable D1.5  

Dataset name Format Size 
Owner &  

re-use conditions 

Potential utility out-

side of KNOWING  
Unique ID 

Knowledge Base data 

dump 

Neo4J 

DB 

dump  

100MB Open Data 

CC-BY-NC 4.0 inter-

national 

Mainly useful as a 

starting point for ex-

tending the KB, or as a 

basis for building new 

knowledge graph appli-

cations  

10.5281/ze-

nodo.19920188 

 

 

Data interoperability: 

Input data used in preparing this delivery is available in the form of pdf documents and (partially) excel 

sheets. The KB knowledge graph, which is a main data output of this deliverable, is available as JSON, 

through the KB API, as well as a Neo4j database dump. 

Data reuse:  

KB data can principally be used in two ways: (i) by retrieving it from applications as needed — either via 

the publicly accessible REST API (/api/docs) or the GraphQL API for DSS integration — or (ii) by using 

the KB knowledge graph as a starting point for new databases and extending it with additional data. 

Compared to input data from WP1, WP2 and WP3 deliverables, the main value added by D1.5 consists 

of additional quality checks to insure the internal consistency of the data (nodes) and cross-references 

between data objects (edges).  

  

https://creativecommons.org/licenses/by-nc/4.0/
https://creativecommons.org/licenses/by-nc/4.0/
https://climate-knowledge.ait.ac.at/api/docs
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Annex B: Ethics Considerations 
No relevant ethical areas for KNOWING were touched in preparation of this deliverable. 

Ethical issues related to potential side-effects of the KNOWING recommendations were already consid-

ered and resolved in production of the input data. 


